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PCA, ARITHMETIC, AND MURMURATIONS

THOMAS OLIVER

Abstract. We outline how murmurations were first observed in the context of data scientific exploration.
Specifically, we highlight the relationship between murmurations and PCA. Subsequently, we apply PCA to

datasets of real quadratic fields, and speculate on an emergent perspective on arithmetic suggested by these
experiments.

1. Introduction

Murmurations of elliptic curves were discovered experimentally in [HLOP], and computational evidence
for murmurations in more general families will be given in [HLOPS]. At the time of writing, the first
rigorous murmuration theorems have been proved proved in [LOP], [BBLL], and, most significantly, in the
work of Zubrilina [Zub]. These impressive developments in conceptual understanding mask the fact that
murmurations emerged from a programme of machine learning in arithmetic [HLOa, HLOb, HLOc, HLOP,
HLOPS, AHLOS]. In this short note, we review the data scientific perspective on murmurations. In Section
2, we review the pure mathematical background needed to describe our datasets. In Section 3, we describe
the application of principal component analsis (PCA) to elliptic curve datasets. In Section 4, we explore
implementations of PCA for datasets of real quadratic fields. With these examples in mind, we suggest that
it can be profitable to view arithmetic families as transformations of high-dimensional space.

Acknowledgements. We are grateful to ICERM for its generosity and support throughout the organisation
of the murmurations in arithmetic workshop. This note is loosely based on the talk given by the author at
that workshop, and refers to experiments with data originally downloaded from the [LMFDB]. Furthermore,
we will make frequent reference to work done in collaboration with others, namely, Malik Amir, Yang-Hui
He, Kyu-Hwan Lee, Alexey Pozdnyakov, Eldar Sultanov, and Andrew Sutherland. We have reproduced
some images from those collaborations with their permission.

2. Elliptic L-functions

For the purposes of this note, an L-function will be given by a Dirichlet series L(s) =
∑∞

n=1 an(L)n
−s

which converges for Re(s) ≫ 0, admits analytic continuation to C except for a possible pole at s = 1, and
satisfies a standardised functional equation with respect to s 7→ k − s for some k ∈ Z>0.

Example 2.1. The prototype is the Riemann zeta function ζ(s) =
∑∞

n=1 n
−s, which converges for Re(s) > 1.

The Riemann zeta function admits analytic continuation to C with a simple pole at s = 1, and satisfies the
functional equation ξ(s) = ξ(1− s), where ξ(s) = π−s/2Γ(s/2)ζ(s). We also note the Euler product

ζ(s) =
∏

p prime

(1− p−s)−1, Re(s) > 1.

The L-functions in this talk will also admit Euler products whose factors will be reciprocal polynomials in
the variable p−s, with first order term given ap(L). In fact, throughout this note, the Euler factors will have
degree at most 2. An elliptic curve E over Q (denoted E/Q) may be described by a non-singular equation
of the form [Sil1]:

E : y2 + α1xy + α3x = x3 + α2x
2 + α4x+ α6, αi ∈ Z.

It is standard to denote the Weierstrass coefficients by ai, though we have broken convention here to avoid
confusion with the Dirichlet coefficients. There exist primes p such that the reduction E mod p is singular.
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If p is such a prime, then we refer to it as bad. The reduction types are encoded in the conductor of E/Q,
which is given by a product:

N(E) =
∏
p bad

pep .

For p ≥ 5, the exponent ep is 1 (resp. 2) if E mod p has a nodal (resp. cuspidal) singularity. For p ∈ {2, 3},
the exponent may be computed by Tate’s algorithm [Sil2].

Example 2.2. Consider the curve E/Q given by y2 + y = x3 − 7x+ 12. The bad primes for this curve are
5 and 7. Furthermore, the reduction of E mod 5 has a nodal singularity, and the reduction of E mod 7 has
a cuspidal singularity. Therefore E/Q has conductor 52× 7 = 245. Much more information about this curve
is available at [LMFDB, Elliptic curve 245a1].

If p is a good prime for a curve E/Q, then we write

Lp(E, s) = 1− ap(E)p−s + p1−2s (p good),

where
ap(E) = p+ 1−#E(Fp).

On the other hand, if p is a bad prime for a curve E/Q, then we write

Lp(E, s) = 1− ap(E)p−s (p bad).

The L-function attached to E/Q is given by the Euler product

L(E, s) =
∏

p prime

Lp(E, s)−1, Re(s) > 2.

By the modularity theorem, the elliptic L-function admits analytic continuation to C. If
Λ(E, s) = π−sNs/2Γ(s)L(E, s),

then we have the functional equation Λ(E, s) = ±Λ(E, 2− s). According to the parity conjecture, the sign
in the functional equation is determined by the rank of E/Q. By rank, we mean the quantity suggested by
the following theorem.

Theorem 2.3 (Mordell, 1922). If E be an elliptic curve defined over Q, then the rational points E(Q) form
a finitely generated abelian group.

In other words, we may decompose E(Q) as a product of the form Zr(E)×E(Q)tors. Whilst the possibilities
for E(Q)tors were classified by Mazur in the 1970s, the rank r(E) remains somewhat mysterious. For example,
it is unknown whether or not the set {r(E) : E/Q} is unbounded. A significant open problem concerning
the rank is the conjecture of Birch and Swinnerton-Dyer, which implies that r(E) (an algebraic invariant) is
equal to the order of vanishing for L(E, s) at s = 1 (an analytic invariant).

3. PCA for elliptic curves

Motivated by the fact that there is no general algorithm for computing r(E), one of the principal objectives
in [HLOc, HLOP] was to machine learn a map of the form

vd(E) = (a2(E), a3(E), . . . , apd
(E)) 7→ r(E),

for some (large) positive integer d, known as the dimension. For this, and other supervised learning exper-
iments in arithmetic, see [HLOa, HLOb, HLOc, HLOP, AHLOS]. In this chapter, we will focus instead on
an unsupervised technique for dimensionality reduction known as principal component analysis (PCA). For
an interval I ⊂ R>0, we will consider the set

Ed(I) = {vd(E) : E/Q, N(E) ∈ I}/ ∼,

where working modulo ∼ indicates that we consider curves up to isogeny. By way of justification, we note
that, if E1 ∼ E2, then, r(E1) = r(E2), and, for almost all p, we have ap(E1) = ap(E2). From E(I), we may
construct a matrix, with rows indexed by curves and columns indexed by primes:

Ãd(I) = (apj
(Ei))Ei∈E(I)

pj≤B

: Rd → R#E(I),
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for some B ∈ R>0 such that π(B) = d. The centred matrix is given by:

Ad(I) = (apj
(Ei)− apj

)Ei∈E(I)
pj≤B

: Rd → R#E(I),

where apj
denotes the average value of apj

(E) as E varies in E(I). The graph of j 7→ apj
, was the original

murmuration in [HLOP]. Multiplying Ad(I) by its transpose, we recover (a scalar multiple of) the covariance
matrix for E(I):

cov(Ed(I)) = A(I)TA(I) : Rd → Rd.

Example 3.1. If I = [8, 16], then #Ed(I) = 3. The details of this dataset may be checked using [LMFDB].
In particular, Ed(I) contains vectors corresponding to the following curves:

y2 + y = x3 − x2, y2 + xy + y = x3 − x, y2 + xy + y = x3 + x2

with conductors 11, 14, and 15, respectively. When d = 5, we arrange their first few Dirichlet coefficients
into a matrix as follows:

˜A5[8, 16] =

−2 −1 1 −2 1
−1 −2 0 1 0
−1 −1 1 0 −4

 .

Computing the average of each column and subtracting, we get:

A5[8, 16] =

−2/3 1/3 1/3 −5/3 2
1/3 −2/3 −2/3 4/3 1
1/3 1/3 1/3 1/3 −3

 .

Subsequently, we compute

cov(E3[8, 16]) =


2/3 −1/3 −1/3 5/3 −2
−1/3 2/3 2/3 −4/3 −1
−1/3 2/3 2/3 −4/3 −1
5/3 −4/3 −4/3 14/3 −3
−2 −1 −1 −3 14

 .

PCA amounts to diagonalisation of the covariance matrix, which has positive real eigenvalues (since it is
symmetric and positive semi-definite). We denote the eigenvalues of the covariance matrix by σ1 > σ2 >
· · · > σc, where c is its rank. Let d′ < c be a positive integer. Replacing all but the d′ largest eigenvalues
(that is, σd′+1, . . . , σc) with 0, one may construct a rank d′ matrix closely approximating the covariance

matrix. This yields a map Rd → Rd′
. When d′ = 2, we write:

(a2(E), a3(E), . . . , apd
(E)) 7→

(
d∑

i=1

wiapi ,

d∑
i=1

w̃iapi

)
We refer to wi (resp. w̃i) as the weightings in the first (resp. second) principal component. The weightings
may be considered a measure of feature importance.

Example 3.2. In figure 1 (resp. figure 2), we implement PCA for a subset of E1000[10000, 40000] (resp.
E1000[7500, 10000]) consisting of curves with rank in the set {0, 1, 2} (resp. {0, 1}). In figure 2, we implement
PCA for a subset of E1000[7500, 10000] consisting of curves with rank in the set {0, 1}. In both figures 1
and 2, notice that we can (approximately) distinguish between curves of different rank by reading off the
first co-ordinate. In figures 3 and 4 we plot the pairs (n,wpn

) for the respective datasets.

Remark 3.3. Notice that the weightings wi in the first principal component are seemingly proportional to
the average. This occurs when the first principal component is approximately equal the vector (1, 1, . . . , 1),
that is, the dataset has the same variation in every direction. Viewed as a feature importance, the fluctuation
in wi seems to indicate that some primes are more important than others. This is a strange conclusion, which
is mitigated by observing that the first principal component indicates that the each prime yields the same
variation.
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Figure 1. The image of two-dimensional PCA for elliptic curves in a balanced subset of
E10000[10000, 40000] consisting of randomly chosen elliptic curves with rank rE ∈ {0, 1, 2}.
The blue (resp. red, green) points are correspond to the elliptic curves with rank 0 (resp. 1, 2).
The image is reproduced from [HLOP], with permission from the authors.

Figure 2. The image of two-dimensional PCA for elliptic curves in a balanced subset of
E1000[7500, 10000] consisting of randomly chosen curves with rank rE ∈ {0, 1}. The blue
(resp. red) points correspond to curves with rank 0 (resp. 1). The image is reproduced from
[HLOP], with permission from the authors.

4



Figure 3. A plot of (n,wpn
) for the same balanced dataset of randomly chosen elliptic curves

used in figure 1. The image is reproduced from [HLOP], with permission from the authors.

Figure 4. A plot of (n,wpn
) for the same balanced dataset of randomly chosen elliptic curves

used in figure 2. The image is reproduced from [HLOP], with permission from the authors.

4. PCA for real quadratic fields

Let m > 0 be a squarefree integer, and write Fm = Q(
√
m). We denote the ring of integers in Fm by Om.

The Dedekind zeta function associated to Fm is defined by

ζm(s) =
∏

p⊴Om

(1−N(p)−s)−1, Re(s)) > 1,
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where the product ranges over the prime ideals in Om, and N denotes the ideal norm. Where it converges,
may equate ζm(s) with a Dirichlet series:

ζm(s) =

∞∑
n=1

an(m)n−s, Re(s) > 1,

where an(m) denotes the number of ideals of norm n in Om. The Dedekind zeta function admits analytic
continuation to C− {1}, and has a simple pole at s = 1. Let ∆m denote the discriminant of Fm. If

ξm(s) = π−s∆s/2
m Γ(s/2)2ζm(s),

then we have the functional equation ξm(s) = ξm(1− s). As in the previous section, let d denote a positive
integer. For each m, we may attach a vector

vd(m) = (a1(m), a2(m), . . . , ad(m)).

Let I ⊂ R>0 be an interval. We may consider the dataset

Fd(I) = {vd(m) : m ∈ Z>0, [Fm : Q] = 2, ∆m ∈ I},
and the corresponding matrix with rows indexed by real quadratic fields and columns indexed by integers:

(an(m)) Fm∈F(I)
n∈{1,...,d}

: Rd → R#Fd(I).

Mimicking the previous section, we may centre this matrix by subtracting from each entry the average of
its column, and we recover (a scalar multiple of) the covariance matrix by multiplying the centered matrix
with its transpose.

Example 4.1. In [AHLOS], we implemented 3-dimensional PCA for large datasets of real quadratic fields.
In figure 5 (resp. 6), we show the image for a subset of F1000(R) consisting of real quadratic fields with class
number in the set {1, 2} (resp. {1, 3}). In both images, class number 1 fields are represented by blue points.
Notice that, in the first case, PCA is able to separate class number 1 from class number 2, but, in the second,
PCA is unable to distinguish between class numbers 1 and 3. In [AHLOS], we explored the relationship of
this observation with the theorems of genus theory.

Remark 4.2. The Dedekind zeta function attached to a real quadratic field may be factorised into a product
of the Riemann zeta function with a Dirichlet L-function. Murmurations for quadratic Dirichlet characters
were explored in [LOP].

In Sections 3 and 4, the key point is that the respective arithmetic families may be viewed as a transfor-
mation of high-dimensional space. This appears to be a novel perspective, and it is reasonable to ask if it is
hiding other structures (such as murmurations) that have so far gone unnoticed.
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Figure 5. The image of 3-dimensional PCA for randomly chosen real quadratic fields with
class number in the set {1, 2}. The image is reproduced from [AHLOS], with permission from
the authors.

Figure 6. The image of 3-dimensional PCA for randomly chosen real quadratic fields with
class number in the set {1, 3}. The image is reproduced from [AHLOS], with permission from
the authors.
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